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ABSTRACT 

 
Probabilistic record linkage can be an effective research technique even if available records lack strong 
personal identifiers or if identifying fields contain many errors or omissions.  Traditional methodologies 
typically select a single set of linked record pairs for research based on a match weight test statistic and 
clerical review of marginal pairs.  However, missing links (false negatives) can make such datasets 
unrepresentative of the total population of true linked pairs.  The methodology described here addresses 
this problem.  A full Bayesian model is developed for the posterior probability that a record pair is a true 
match given observed agreements and disagreements of comparison fields.  Observed-data posterior 
distributions for model parameters and true match status are estimated simultaneously through MCMC data 
augmentation with parallel chains.  This process gives multiple complete representative sets of imputed 
linked record pairs.  Population estimates can be obtained from each imputation and consolidated using 
established techniques.  Application of linkage imputation by a consortium of traffic safety researchers is 
described. 
 
KEY WORDS:  Bayesian, Record Linkage, Multiple Imputation 

 
1.  BACKGROUND 

 
The National Highway Traffic Safety Association 

(NHTSA) supports the Crash Outcome Data Evaluation 
System (CODES) program in order to learn about medical 
consequences of motor vehicle crashes.  CODES grantees 
in 30 states link police crash reports to medical treatment 
records for all crashes in those states and all injured 
vehicle occupants.  Unique identifiers for persons and 
events are not available in most CODES datasets.  
Consequently, CODES researchers use probabilistic 
record linkage techniques to create linked datasets for 
analysis (Jaro, 1995; Runge, 2000). 

Police crash reports are linked to ambulance run 
reports from EMS agencies, emergency department or 
inpatient treatment records from hospitals, or death 
records from a state vital statistics office (McGlincy et al., 
1994; Vernon et al., 2004).  Most crash records do not 
link to treatment records because most occupants are 
uninjured.  Most treatment records do not pertain to crash 
victims because there are many other reasons for EMS or 
hospital treatment.  CODES researchers carry out 
frequency-based linkage procedures using commercial 
software available for that purpose (Jaro, 1992; 
McGlincy, 2003).  Linking such records can be 
problematic:  Datasets of interest usually do not include 
strong personal identifiers or identifiers are not made 
available in order to protect patient confidentiality.  
Furthermore, data quality may be degraded by high levels 

of nonresponse or misreporting (Greenberg, 1996).  
Analysts can never be certain about the true match status 
of any pair of records. 

Fellegi and Sunter (1969) suggest a theoretical 
framework for record linkage under such conditions of 
uncertainty.  In principle, analysts select a single set of 
linked record pairs that can be treated as the set of all true 
matched pairs for all practical purposes.  In practice, the 
true disposition of many record pairs might be apparent 
only after detailed clerical review of information not 
captured in a computer file or coded in a record linkage 
model.  When clerical review is not feasible because of 
the lack of identifying data or other program limitations, 
resulting linked datasets can be characterized by few false 
positives but many false negatives, or missing links.  
Those record pairs which happen to have high likelihood 
of being true matches may not be representative of the 
total population of true matches.  For example, if crashes 
in rural areas involving elderly drivers are less common 
than crashes in urban areas involving young drivers then 
record pairs for rural elderly would be assigned higher 
likelihoods in frequency-based linkage models than pairs 
for urban young.  This issue is of particular interest to the 
consortium of CODES researchers because characteristics 
of available data vary substantively from member to 
member.  Analysis results based on linked datasets from 
different members cannot easily be compared or 
combined in a meta-analysis unless they are all 
representative samples from underlying populations. 
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The problem of missing links is similar to the 

problem of nonresponse in surveys.  Cases which happen 
to have complete data may not be representative of the 
underlying population.  Bayesian multiple imputation is a 
standard technique for analyzing incomplete data (Little 
and Rubin, 2002; Schafer, 1997).  Multiple imputation is 
used to correct for missing data in CODES datasets and in 
other NHTSA programs (Rubin, et al., 1998).  Here we 
treat the true match status of all pairs of records as 
missing data and use the iterative technique of Markov 
Chain Monte Carlo (MCMC) data augmentation to draw 
from a Bayesian posterior distribution for the missing 
match status.  We also draw from posterior distributions 
for parameters of the linkage model. 

In Section 2 we summarize the frequency-based 
linkage model that serves as the framework for CODES 
linkage projects.  An optimal linkage rule based on 
likelihood ratios is used to select record pairs for analysis.  
In Section 3, we describe a feasibility test of Bayesian 
linkage imputation with CODES datasets.  CODES 
researchers in ten states conducted test linkage projects 
and obtained results that suggest linkage imputation can 
correct for missing links.  In the test, a limited Bayesian 
model was used to estimate posterior probabilities for a 
true match given the likelihood ratios described earlier.  
In Section 4, we extend the methods described in Sections 
2 and 3 while maintaining continuity with prior CODES 
work by developing full Bayesian models for estimating 
required population characteristics and the true match 
status of comparison pairs.  In Section 5, we describe 
areas for future work. 

Others researchers have assumed different record 
linkage models (see, for example, Belin and Rubin, 1995; 
Fortini et al., 2001, 2002; Larsen, 1999 and 2003; Larsen 
and Rubin, 2001; Winkler 1988, 1989, 1993, 1994).  Most 
of these other models consider two comparison outcomes:  
agree or not agree, where the latter outcome includes 
missing values.  The frequency-based model described 
here considers a broader set of comparison outcomes:  
agreement on specific values, disagreement, or missing.  
Furthermore, the model includes misreporting and is 
easily extended to linking three or more files. 

Misreported data can introduce bias by attenuating 
estimates of associations between explanatory variables 
and outcome variables (Gustafson, 2000).  False positive 
matches (incorrect links) act like misreported data in this 
respect.  This is of particular concern with linkage 
imputation because each imputed dataset necessarily 
includes a higher level of false positives.  Methods for 
correcting this bias have been proposed (Lahiri and 
Larsen, 2000; Larsen, 2003; Scheuren and Winkler, 1993, 
1997).  This issue is not considered further here. 
 

2.  RECORD LINKAGE WITH AN OPTIMAL 
LINKAGE RULE 

 
2.1  Record Linkage Framework 
 

Fellegi and Sunter (1969) suggest a general 
theoretical framework for record linkage.  Computer 
records in two files, LA and LB, are generated as samples 
from two populations, A and B, respectively.  The 
problem is to identify those pairs of records pertaining to 
the same individual.  Such record pairs are called matched 
and all other record pairs are called unmatched.  Recorded 
characteristics on pairs of records are compared.  
Comparison pairs are classified according to a decision 
rule as a link if the records are probably for the same 
individual, a non-link if the records are probably not for 
the same individual, or a possible link if there is not 
sufficient evidence for a positive classification at 
specified error levels.  An optimal linkage rule minimizes 
the need for clerical review of possible links.  The optimal 
rule ranks comparison pairs by a test statistic m/u, where 
m is the probability of observing a given comparison 
outcome on a matched pair and u is the probability of 
observing the same outcome on an unmatched pair.  
Log2(m/u) is called a match weight.  Pairs with weights 
above a cutoff value are classified as links. Pairs with 
weights below a second, lower cutoff are non-links.  Pairs 
with weights between the cutoff values are possible links. 
 
2.2  Practical Implementation 
 

Fellegi and Sunter (1969) suggest simplifications for 
practical implementation of their theory.  Comparison 
fields are conditionally independent on the sets of 
matched and unmatched pairs.  Comparison outcomes are 
limited to agreements on a specific value, disagreements, 
or missing values.  Prior knowledge is assumed about 
each comparison field.  For concreteness, suppose that 
one comparison field in files LA and LB is a person’s age.  
Let pA, pB, and pAB be probabilities of observing specific 
ages in populations A, B, and A∩B, respectively.  Let eA0 
and eB0 be probabilities for missing ages for populations 
A and B, respectively.  Let eA and eB be probabilities for 
misreported ages for populations A and B, respectively.  
Let eT be the probability of correct ages being reported 
differently for population B than for population A.  
Method I gives the following rules for calculating m and u 
probabilities, given the model parameters (Fellegi and 
Sunter, 1969, pp. 1192–1193). 
 

m (age agrees and is the jth listed age) = 
pABj (1 – eA)(1 – eB)(1 – eT)(1 – eA0)(1 – eB0) 

 
m (age disagrees) = 

[1 – (1 – eA)(1 – eB)(1 – eT)](1 – eA0)(1 – eB0) 
 

m (age missing on either file) = 
1 – (1 – eA0)(1 – eB0) 
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u (age agrees and is the jth listed age) = 
pAj pBj (1 – eA)(1 – eB)(1 – eT)(1 – eA0)(1 – eB0) 

 
u (age disagrees) = 

[1 – (1 – eA)(1 – eB)(1 – eT) Σj pAj pBj](1 – eA0)(1 – 
eB0) 

 
u (age missing on either file) = 

1 – (1 – eA0)(1 – eB0) 
 
Fellegi and Sunter note that under appropriate conditions 
the proportions pABj, pAj , and pBj may be estimated from 
the data files themselves.  CODES linkage projects use 
maximum likelihood estimates of population proportions. 
 

3.  A PROOF OF CONCEPT FOR LINKAGE 
IMPUTATION 

 
3.1  A Limited Bayesian Model 
 

The current CODES linkage methodology includes a 
limited Bayesian model so that CODES researchers can 
compare the quality of their linked record pairs in terms 
of posterior probabilities rather than likelihood ratios or 
match weights.  The model is specifically designed to 
provide the same ranking of comparison record pairs 
using any of these measures. 

For a given record pair (a,b) and comparison result 
vector γ for (a,b), let M be the hypothesis that the pair is 
matched and U that the pair is unmatched.  The set of all 
observed comparison vectors ΓAB = {γ(a,b), (a,b) in 
LA × LB} can be considered as arising from a mixture of 
comparison vectors from two classes, matched and 
unmatched pairs (Larsen , 1999), so that 

 
P(γ(a,b)) = P(γ(a,b) | M) P(M) + P(γ(a,b) | U) P(U). 

 
The observed-data likelihood for the set of all observed 
comparison vectors is 
 

P(ΓAB) = ∏(a,b) P(γ(a,b)). 
 
We assume the latent class or conditional independence 
model (Larsen and Rubin, 2001) in which the comparison 
outcome for any field k on record pair (a,b) is independent 
of the comparison outcomes for other fields.  In this case, 
the conditional probability of observing comparison 
vector γ(a,b) given class H = M or U is the product of K 
independent conditional probabilities for the comparison 
outcomes for each of K comparison fields 
 

P(γ(a,b) | H) = ∏k P(γk(a,b) | H), H = M or U. 
 

For Bayesian inference about true status of pair (a,b), 
we apply Bayes’ rule for odds (Gelman et al., 1995, pp. 

7–10):  the posterior odds for M given γ are the product of 
the likelihood ratio and the prior odds. 
 

Odds(M | γ(a,b)) ≡ P(M | γ(a,b)) / P(U | γ(a,b)) =  
(P(γ(a,b) | M) / P(γ(a,b) | U)) (P(M) / P(U)) = 

(∏k P(γk(a,b) | M) / ∏k P(γk(a,b) | U)) (P(M) / P(U)) = 
(∏k P(γk(a,b) | M) / P(γk(a,b) | U)) (P(M) / P(U)) = 

(∏k mk(a,b) / uk(a,b)) (P(M) / P(U)). 
 
Conditional probabilities mk(a,b) and uk(a,b) are 
calculated for each pair (a,b) and each field k = 1, …, K 
given γ(a,b) using the rules in Section 2 just as in a non-
Bayesian linkage.  Given posterior odds for M, the 
corresponding posterior probability is 
 

P(M | γ) = Odds(M | γ) / (1 + Odds(M | γ)). 
 
For a non-imputed linkage, all high probability pairs are 
selected for analysis, say Odds(M | γ(a,b)) > 9 or P(M | 
γ(a,b)) > 0.9. 

We assume an informative prior distribution for the 
odds based on substantive data:  the number of records in 
the samples LA and LB and the number of records in 
LA∩LB (i.e., true matched pairs).  This is feasible for 
CODES linkages (and many others) because datasets of 
interest include information about which records should 
match.  For example, hospital records include codes 
which indicate whether a patient’s injuries resulted from a 
motor vehicle crash.  We assume no uncertainty about the 
prior odds so that a point estimate suffices: 
 

Odds(M) = NM / NU = NM / (NA NB – NM), 
 

where NM is the number of matched pairs, NU is the 
number of unmatched pairs, NA is the number of records 
in A, and NB is the number of records in B. 

Point estimates are assumed for all components of the 
model parameter θ = (pA, pB, pAB, eA0, eB0, eA, eB, eAB).  
Consequently, imputed linkages do not reflect uncertainty 
in θ.  Population proportions pA, pB, eA0, and eB0 for each 
field are set equal to observed sample proportions, the 
MLE values.  pAB, eA, eB, eAB for each field are set based 
on prior knowledge and adjusted after inspection of those 
record pairs classified as matched in a preliminary 
linkage. 
 
3.2  A Proof of Concept 
 

In order to test the potential of Bayesian imputation 
for finding missing links, selected researchers conducted 
the same linkage project following two different 
methodologies.  First, researchers identified the set of 
high probability links (P(M | γ) > 0.9) between police 
crash reports and hospital discharge records as usual.  
Second, researchers obtained five imputed sets of links 
between the same two datasets.  For each imputed 
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linkage, a uniform random deviate X in (0,1) was 
generated for each comparison pair and the pair was 
included the imputation if P(M | γ) > X. 
 
3.3  Linkage Imputation Results 
 

Figure 1 illustrates typical linkage imputation results.  
This figure shows a histogram of match weights for 
Imputation 1 for the test linkage projects conducted by 
one CODES state.  Here a linked pair with match weight 
near 22.4 has a posterior probability near 0.9 and the 
histogram interval for the mode is 19 to 21.  High weight 
counts are essentially the same from imputation to 
imputation because most high probability links are drawn 
in most imputations.  Low weight counts show more 
variation because most low probability links are drawn in 
at most one imputation. 
 

 
 

Figure 1.  Match Weight Histogram 
for Imputation 1 

 
3.4  Comparison of Linkage Results 
 

As shown in Table 1, CODES researchers reported 
that the percent of linked pairs found that had posterior 
probabilities greater than 0.9 was consistently less than 
the estimated total number of pairs based on prior 
knowledge (41% to 70% of estimate).  The number of 
imputed linked pairs was approximately equal to the 
estimated number (91% to 111% of estimate), suggesting 
that Bayesian linkage imputation can account for all 
missing links. 
 

Table 1 
Number of Linked Pairs Found 
as a Percent of Prior Estimates 

 
Percent of Prior Estimate CODES 

State Post. Prob. > 0.9 Imputation 1 
A 41% 91% 
B 56% 111% 

C 46% 94% 
D 56% 91% 
E 55% 105% 
F 70% 95% 
G 44% 108% 
H 69% 97% 
I 59% 92% 
J 61% 106% 

 
 

4.  A FULL BAYESIAN MODEL FOR RECORD 
LINKAGE 

 
4.1 The Full Model and Data Augmentation 

Procedure 
 

This full Bayesian model corrects shortcomings in 
the limited model used for the proof of concept.  Let θ = 
(pA, pB, pAB, eA0, eB0, eA, eB, eAB) be a vector parameter 
consisting of all of the unknown probabilities needed for 
the model described in Section 2.  Let YMAT be a vector 
indicating the missing true match status, 1 = matched and 
0 = unmatched, for each record pair (a,b) in the Cartesian 
product LA × LB.  Let YOBS = {LA, LB, ΓAB} be the 
observed data where LA and LB are representative samples 
of records from populations A and B, respectively, and 
ΓAB is the set of comparison vectors γ(a,b) for each record 
pair (a,b) in LA × LB.  Denote the posterior distribution for 
Bayesian record linkage as 
 

P(θ, YMAT | YOBS) =  
P(pA, pB, pAB, eA0, eB0, eA, eB, eAB, YMAT | LA, LB, ΓAB). 

 
We simulate random draws from P(θ, YMAT | YOBS) 
following the Markov chain Monte Carlo technique of 
data augmentation (Schafer, 1997, pg. 72, repeated here 
with notational changes): 
 

Given a current guess θ(t) of the parameter, first 
[the I-step] draw a value of the missing data from 
the conditional predictive distribution of YMAT, 
YMAT (t+1) ~ P(YMAT | YOBS, θ(t)).  Then [the P-
step], conditional on YMAT(t+1), draw a new 
value of θ from its complete-data posterior, 
θ(t+1) ~ P(θ | YOBS, YMAT(t+1)).  Repeating this 
sampling from a starting value θ(0) yields a 
stochastic sequence {θ(t), YMAT(t) : t = 1, 2, …} 
whose stationary distribution is P(θ, YMAT | 
YOBS), and the subsequences {θ(t) : t = 1, 2, …} 
and {YMAT(t) : t = 1, 2, …} have P(θ | YOBS) and 
P(YMAT | YOBS) as their respective stationary 
distributions. 

 
We use parallel chains from the same starting value θ(0) 
to generate multiple independent linkage imputations.  
θ(0) includes MLE values for pA, pB, eA0, and eB0. 
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4.2 Data Augmentation I-step 
 

For Bayesian imputation of the true classification of 
pair (a,b), M or U, we again apply Bayes’ rule for odds as 
shown in Section 3: 
 

Odds(YMAT(a,b) = 1 | γ(a,b), θ(t)) =  
∏k (mk(a,b) / uk(a,b)) P(M) / P(U), 

 
where the product is over all comparison fields k = 1, …, 
K and the conditional probabilities mk(a,b) and uk(a,b) are 
calculated using the rules in Section 2.  Note that the 
posterior odds and the likelihood ratio both depend on 
(a,b) but we assume that the prior odds do not. 

As in the limited model, we choose an informative 
prior distribution for the odds based on substantive data.  
The limited model assumes a point estimate for the prior 
odds but for the full model we assume a lognormal 
distribution centered at the point estimate: 
 

log P(M) / P(U) ~ N(log(NAB / (NA NB – NAB)), σ2). 
 
We draw from the distribution for the prior odds once at 
the beginning of each I-step because the prior odds do not 
depend on (a,b). 

Given Odds(YMAT(a,b) = 1 | γ(a,b), θ(t)), the posterior 
probability is 
 

P(YMAT(a,b) = 1 | γ(a,b) , θ(t) =  
Odds(YMAT(a,b) = 1 | γ(a,b), θ(t)) / 

1 + Odds(YMAT(a,b) = 1 | γ(a,b), θ(t)). 
 
We draw from P(YMAT | YOBS, θ(t)) = P(YMAT | ΓAB, θ(t)) 
by drawing from a uniform random deviate X in (0,1) for 
each (a,b) and setting YMAT(a,b) = 1 if  
 

P(YMAT(a,b) = 1 | γ(a,b), θ(t)) > X. 
 
4.3 Data Augmentation P-step 
 

Fellegi and Sunter model data drawn from 
populations A, B, and A∩B as  3 × K independent 
multinomial distributions with known parameters pA(k), 
pB(k), and pAB(k), k = 1, …, K.  The vector values 
parameter for each multinomial gives probabilities of 
observing each possible value of a comparison field in a 
sample from a population.  For each field, nonresponse 
(missing values) and misreporting (incorrect values) are 
assumed to occur independently in the data capture 
process, completely at random.  Probabilities of 
nonresponse (eA0(k) and eB0(k)) and of misreporting 
(eA(k), eB(k), and eAB(k)) are assumed to be known for all 
comparison fields k = 1, …, K.  These probabilities are 
assumed to be independent of field values. 

In practice, θ = (pA, pB, pAB, eA0, eB0, eA, eB, eAB) may 
not be known a priori—we only have independent 
samples from populations A and B, and, through the 
MCMC data augmentation procedure, from population 
A∩B produced in each I-step.  All of the samples may 
include nonresponse and misreporting.  Consequently, 
there is uncertainty about the true value of θ caused by 
sampling, nonresponse, and misreporting that should be 
modeled when drawing θ(t+1).  In the Bayesian 
methodology described here, posterior distributions for all 
components of θ given YOBS and YMAT are independent 
because of the use of the latent class model and the 
assumption of prior independence of the components.  All 
posterior distributions can be estimated using established 
techniques.  Successive draws from the independent 
posterior distributions for the components of θ produce a 
draw from the full posterior distribution of θ. 
 
4.3.1 Bayesian Models for pA, pB, eA0, eB0 
 

We apply the same Bayesian analysis independently 
for each comparison field k = 1, …, K in sample LA from 
population A and for each comparison field k = 1, …, K 
in sample LB from population B.  The approach here 
closely follows examples presented in Little and Rubin 
(2002, pp. 98–99, 114–115, and 120–121).  The analysis 
is shown only for one field k in sample LA but the analysis 
for other fields and samples is similar. 

Denote field k in sample LA as LA(k).  Suppose LA(k) 
= (y1, …, yNA)T where yi is categorical and takes one of C 
possible values c = 1, …, C.  Let nc be the number of 
observations for which yi = c, with ∑cnc = NA.  
Conditional on NA, the counts (n1, …, nC) have a 
multinomial distribution with index NA and probabilities 
pA(k) = (π1, …, πC), πc > 0, ∑cπc = 1.  The likelihood is 
proportional to the distribution of LA(k) given pA(k) 
 

f(LA(k) | pA(k)) = (n! / ∏c nc!) ∏c πc
nc 

 
For Bayesian inference, assume a Dirichlet prior 
distribution with vector parameter {αc} for the parameters 
of the multinomial model: 
 

P(π1, … , πC) ∝  ∏c πc
 αc – 1. 

 
If a prior sample for field k from population A is available 
set αc equal to the number of prior observations for which 
yi = c for all c.  Otherwise, assume a proper non-
informative prior distribution with αc = 1 for all c.  The 
Dirichlet is a conjugate prior distribution for parameters 
of the multinomial model.  Combining this prior 
distribution with the likelihood yields the posterior 
distribution as Dirichlet with vector parameter {nc + αc}: 
 

P(π1, …, πC | LA(k)) ∝  ∏c πc
 nc + αc – 1. 
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Suppose the sample LA(k) is incomplete, observed for 
OA(k) units and missing for MA(k) = NA – OA(k) units.  
Denote the observed units in LA(k) as LOBS(k) and the 
missing units as LMIS(k) so that LA(k) = {LOBS(k), 
LMIS(k)}.  Let nc be the number of observations for which 
yi = c, with ∑cnc = OA(k).  Conditional on OA(k), the 
counts (n1, …, nC) have a multinomial distribution with 
index OA(k) and probabilities pA(k) = (π1, …, πC).  The 
likelihood ignoring the missing-data mechanism is 
proportional to the distribution of LOBS(k) given pA(k), 
which is 
 

f(LOBS(k) | pA(k)) = (OA(k)! / ∏c nc!) ∏c πc
nc. 

 
Now consider the missing-data mechanism.  Let R(k) = 
(R1, …, RNA)T measure nonresponse in sample LA(k), 
where Ri = 0 for observed units and Ri = 1 for missing 
units.  We assume each unit in sample LA(k) is missing 
with probability eA0(k) independent of LA(k).  Then the 
distribution of R(k) given LA(k) and eA0(k) is 
 

f(R(k) | LA(k), eA0(k)) =  
(NA! / OA(k)! MA(k)!) (1 – eA0(k))OA(k) eA0(k)MA(k). 

 
The likelihood not ignoring the missing-data mechanism 
is proportional to the joint distribution for LOBS(k) and 
R(k) given pA(k) and eA0(k) 
 

f(LOBS(k), R(k) | pA(k), eA0(k)) =  
(NA! / OA(k)! MA(k)!) (1 – eA0(k))OA(k) eA0(k)MA(k) ×   

(OA(k)! / ∏c nc!) ∏c πc
nc. 

 
Missing data are Missing at Random (MAR) because we 
assume they are Missing Completely at Random 
(MCAR).  Consequently, as shown by Little and Rubin 
(2002, pp. 120–121), if pA(k) and eA0(k) have independent 
priors P(pA(k)) and Q(eA0(k)) then Bayesian inferences 
about pA(k) can be based on P(pA(k)) and the ignorable 
likelihood proportional to f(LOBS | pA(k)).  The only effect 
of missing data is to decrease the effective sample size 
from NA to OA(k).  Bayesian inferences about eA0(k) given 
NA and OA(k) can be based on Q(eA0(k)) and the 
likelihood proportional to f(R(k) | eA0(k)).  With a 
binomial model for nonresponse and an independent Beta 
prior distribution for eA0(k) we obtain a Beta posterior 
distribution for eA0(k). 

The sample LA(k) may contain misreported data.  In 
general, any value can be misreported as any other value 
and a full treatment of misreported data is beyond the 
scope of this paper.  We assume incorrect values in field k 
are indistinguishable from correct values and are drawn 
independently from the same distribution as correct 
values (same pA(k)).  In this case, inferences about pA(k) 
can be based on all cases in LOBS, ignoring the fact that 
some values are incorrect.  Note that if some incorrect 
values were distinguishable from correct values then we 

could remove those incorrect values for inferences about 
pA(k) with decreased effective sample size. 

We simulate draws from Dirichlet or Beta posterior 
distributions using a related standard gamma distribution 
(Schafer, 1997, pg. 249), designated G(a) with parameter 
a > 0.  For each level c of a comparison field, simulate 
drawing vc from G(nc + αc) where nc is an observed count 
and αc is a prior count (we take αc = 1 if prior counts are 
not available).  Then (v1 / ∑vc, v2 / ∑vc, …, vC / ∑vc) is a 
simulated draw from the Dirichlet posterior with vector 
parameter {nc + αc}. 
 
4.3.2 Bayesian Models for pAB, eA, eB, eAB 
 

We estimate the posterior distribution for pAB(k) 
given YOBS and YMAT(t+1) by applying procedure in 
Section 4.3.1 independently for each comparison field k = 
1, …, K in a sample LAB from population A∩B.  The 
sample for each comparison field consists of those record 
pairs in LA × LB classified as matched in YMAT(t+1) with 
agreements on the values of field k in ΓAB.  

We cannot estimate posterior distributions for eA(k), 
eB(k), and eAB(k) given YOBS and YMAT(t+1) by directly 
analyzing those pairs LA × LB classified as matched in 
YMAT(t+1) with disagreements on the values of field k in 
ΓAB.  When a comparison field k disagrees for some true 
matched pair one cannot determine by inspection whether 
the disagreement should be attributed to incorrect 
reporting in LA(k) with probability eA(k), incorrect 
reporting in LB(k) with probability eB(k), or correct but 
different reporting in LA(k) and LB(k) with probability 
eAB(k).  For convenience, we let eT(k) be the consolidated 
probability of misreporting defined by 
 

1 – eT(k) = (1 – eA(k)) (1 – eB(k)) (1 – eAB(k)) 
 
and estimate only the posterior distribution for eT(k) given 
YOBS and YMAT(t+1).  With our other assumptions, this 
has no important effect on calculated m and u 
probabilities because eA(k), eB(k), and eAB(k) occur only in 
the product (1 – eA(k)) (1 – eB(k)) (1 – eAB(k)).  We 
assume a binomial model for misreporting with an 
independent Beta prior distribution for eT(k) and obtain a 
Beta posterior distribution for eT(k). 
 
4.3.3 Convergence of Posterior Distributions 
 

Convergence to stationarity of posterior distributions 
of interest is not guaranteed when applying the MCMC 
data augmentation procedure.  Recommended techniques 
for diagnosing convergence suggest comparing results 
from parallel chains with dispersed starting values 
(Gelman et al., 2000, Little and Rubin, 2004; Schafer, 
1997).  These techniques have not yet been implemented 
for this model.  Instead, we monitor important summaries 
of the distributions by inspection.  Given our assumptions, 
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model parameters pA(k), pB(k), eA0(k), and eB0(k) 
describing comparison field k in populations A and B will 
be drawn from their respective stationary distributions 
after the first iteration.  Of course, this may not be the 
case for model parameters pAB(k) and eT(k) describing 
comparison field k in population A∩B, or for YMAT, the 
true matched status of each record pair.  We choose to 
monitor the combined error rate eT(k) for each 
comparison field k as well as NM, the number of record 
pairs classified as true matches in YMAT.  Preliminary test 
results using data from one CODES state suggest that 
convergence may occur quickly as shown in Table 2. 
 

Table 2 
Monitored Statistics for Assessing Convergence 

of Posterior Distributions 
 

MCMC Iteration for Imputation 1 Monitored 
Statistic t = 0 t = 2 t = 4 t = 20 

eT(1) 0.19 0.12 0.12 0.12 
eT(2) 0.19 0.20 0.21 0.22 
eT(3) 0.19 0.05 0.04 0.04 
eT(4) 0.19 0.09 0.06 0.06 
eT(5) 0.19 0.10 0.07 0.07 
eT(6) 0.19 0.03 0.02 0.02 
eT(7) 0.19 0.17 0.16 0.16 
NM 8,000 9,676 9,184 9,140 

 
4.3.3 Selecting Comparison Pairs 
 

Only those record pairs in ΓAB with agreement on at 
least one important comparison field are examined as 
comparison pairs because of practical limitations on 
computing time.  Two or more independent match passes 
are performed, each joining files LA and LB on different 
fields to produce potentially different sets of comparison 
pairs.  The union of unique comparison pairs from all 
passes is used to draw samples from A∩B.  Only 
comparison pairs with posterior probabilities greater than 
0.001 or some other low value established by worst-case 
analysis of the record generation process are included in 
the union.  Pairs with lower posterior probabilities are 
assumed to be unmatched. 
 

5.  AREAS FOR FUTURE WORK 
 

Linking Simulated Data.  Different linkage 
modeling approaches will be compared by linking 
simulated data as in Fortini et al., (2001, 2002) and 
Larsen (1999, 2003). 

Measuring Goodness of Fit.  There is often a choice 
of alternate comparison variables for linkage models 
including variables with coarsened data.  Area under ROC 
curves has been used as an overall measure of goodness 

of fit for logistic regression models and might be suitable 
for linkage models. 

Modeling Misreporting Mechanisms.  More 
realistic misreporting mechanisms will be modeled.  
Imputed samples of linked pairs and three-file links will 
be analyzed to estimate model parameters. 

Varying Prior Odds for a Match.  Newcombe 
(1995) suggests that prior odds for a true match might 
vary depending on personal characteristics.  For example, 
an elderly driver might be more likely to be treated in a 
hospital than a young driver. 

Expanding the Number of Linked Files.  CODES 
analysts often link more than two files to build a full 
medical history for crash victims.  The formulas in 
Section 2 will be expanded to cover links between three 
or more files with similar comparison outcomes.  
Candidate multiples will be found by conducting 
traditional pair-wise links. 

Comparing Dependent Fields.  Independence of 
comparison fields is measured by calculating uncertainty 
coefficients, information entropy based measures of 
association.  When dependent comparison fields are used 
then their combined match weights for agreements will be 
reduced by the amount of common information. 
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